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Abstract

Ongoing discussions on the nature of storage in visual working memory have mostly

focused on two theoretical accounts: On one hand we have a discrete-state account

postulating that information in working memory is supported with high fidelity for a

limited number of discrete items by a given number of “slots”, with no information being

retained beyond these. In contrast with this all-or-nothing view, we have a continuous

account arguing that information can be degraded in a continuous manner, reflecting

the amount of resources dedicated to each item. It turns out that the core tenets of the

discrete-state account constrain the way individuals can express confidence in their

judgments, excluding the possibility of biased confidence judgments. Importantly, these

biased judgments are expected when assuming a continuous degradation of information.

The present study demonstrates that biased confidence judgments can be reliably

observed, yielding a dismissal of discrete-state accounts of visual working memory.

Keywords: Visual Working Memory, Critical Test, Discrete-State Models,

Continuous Resource Models, Confidence
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Research in working memory is concerned with our ability to hold and maintain

representations of information over a short amount of time. This ability is closely

associated with key human faculties such as reasoning (Süß, Oberauer, Wittmann,

Wilhelm, Schulze, 2002) and text comprehension (Daneman & Merikle, 1996), and has

predictive value in important domains such as academic achievement (e.g., Bayliss,

Jarrold, Gunn & Baddeley, 2003). In recent years, considerable efforts have been made

in the study of working memory in the visual domain, with particular focus on its

capacity and storage mode. At this point, it is well established that visual working

memory (VWM) has limited capacity, in the sense that there is an upper limit in the

amount of information that one can maintain in working memory at a given time (e.g.,

Cowan, 2001). There is, however, an ongoing discussion concerning the way information

can be stored. This discussion has focused mostly on two theoretical accounts: On one

hand we have discrete-state or slot models, which assume that items are either stored in

memory with high fidelity (each is stored in a slot) or not at all (e.g., Luck & Vogel,

1997). On the other hand, we have continuous resource models postulating that

information can be degraded in a more graceful manner, with the quality of each

representation in VWM being determined by the amount of resources dedicated to it

(e.g., Bays & Husain, 2008).

It is convenient to describe the two theoretical accounts by means of one of the

main experimental paradigms used to compare them – the change-detection task (e.g.,

Luck & Vogel, 1997; Rouder et al., 2008). In each trial (see Figure 1A), participants

study a distributed array of items (e.g., squares) that vary on a single dimension such as

color. After a brief presentation and some delay, one item location is probed and

participants have to judge whether the color of that item has changed relative to the

previous presentation, responding either “same” or “change”. According to a

discrete-state model (see Figure 1B), the tested item is stored with probability D,

which invariably leads to a correct response. With probability 1−D, no information

about the item is stored and a guess has to be made, with response “change” being

made with probability g, and response “same” being made with probability 1− g. In
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the case of the continuous resource model, the information available for a tested item

can be represented as a sample from a latent-strength distribution, one for cases in

which the item has changed and one for when it is the same (see Figure 1C).

Individuals judge the tested item by comparing its value with a response criterion τ ,

responding “same” when the value is larger than it, otherwise responding “change”.

Response Bias, Confidence Bias, and a Critical Test

In the change-detection task, one can manipulate the relative frequency of ‘same’

and ‘change’ trials as a way to introduce response biases. For instance, an increase in

the relative frequency of ‘change’ trials is expected to also elevate participants’ general

willingness to respond “change” (e.g., Donkin, Tran, & Nosofsky, 2014). Manipulations

of response bias are theoretically important because they are captured differently by

discrete-state and continuous accounts: According to the former, response bias is

captured by the guessing parameter g, which means that it is only expected to play a

role when no mnemonic information about the probed stimulus is available. In contrast,

the latter argues that response biases are captured by the relative position of the

response criterion τ , denoting the minimum latent-strength value required to judge a

probed stimulus as “same”. These different characterizations of response bias are

reflected in the expected shape of each participant’s Receiver Operating Characteristic

(ROC) function, which maps the relationship between correct and incorrect “change”

responses (see Donkin et al., 2014; Rouder et al., 2008). But when attempting to

compare models based on their expected ROCs, researchers are confronted with several

challenges: On an empirical level, researchers often encounter ambiguous ROC shapes

(e.g., Donkin et al., 2014; Kellen, Klauer, & Bröder, 2013). On a theoretical level,

testing procedures usually involve fits of parametric models to the entire data coming

from an experimental design, along with a number of auxiliary assumptions (e.g., latent

distributions are Gaussian).

One way to sidestep these challenges is to rely on critical tests (Birnbaum, 2011;

Kellen & Klauer, 2014, 2015), where the focus is entirely placed on a specific portion of
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the data for which the two theories can be shown to make clearly diverging predictions

(e.g., one theory does not permit a certain response pattern whereas the other does).

The advantage of this approach is that one can cast theory testing in terms of specific

behavioral patterns that directly follow from the theories’ core assumptions, opening

the possibility to reject theories via the direct observation of a forbidden response

pattern (for a relevant discussion, see Dunn & Kalish, 2018).

In the present work, our critical test will focus on predictions that the two

theories make at the level of response confidence (e.g., Ricker, Thiele, Swagman, &

Rouder, 2017; van den Berg, Yoo, & Ma, 2017; Wilken & Ma, 2004). Specifically, we

will test for the presence of biased confidence judgments (Balakrishnan, 1999). In order

to understand what this bias is, let us first consider the continuous resource model: As

illustrated in Figure 1C, confidence judgments result from the comparison between

latent-strength of a test item and set of ordered confidence criteria τ . The position of

each criterion relative to the latent distributions determines the likelihood of each item

type given a certain response and confidence level. The introduction of a response

biases, for example towards responding “change”, can lead to biased confidence

judgments, especially when confidence is at a minimum, and minimum confidence

covers a narrow range of strength values (see Figure 1C). In this specific example, the

minimum-confidence “change” response is more likely to occur in a ‘same’ trial. This

confidence level can be said to be biased as the respondent would improve her accuracy

if she simply reversed all of her responses (Balakrishnan, 1999). The possibility of such

confidence biases occurring simply follows from the core notion that confidence

judgments are based on the segmentation of a latent-strength scale by confidence

criteria.

In contrast, the discrete-state account precludes the possibility of biased

confidence judgments. Confidence judgments result from the mapping of the different

discrete-states onto a confidence scale, with the mapping of memory- and

guessing-based responses being established by probability parameters ξ and γ

respectively (for a discussion, see Klauer & Kellen, 2010). For instance, consider a



BIAS IN CONFIDENCE 6

+

Fixation Study Array Mask Test Item

A

B

C

Figure 1 . A: Illustration of the procedure of the change-detection task in VWM. B: Discrete-state
model for ‘change’ and ‘same’ trials, and the mixture components associated with each confidence level.
In both trees, parameter D denotes the probability of an item being stored in working memory (in a
slot), whereas parameter g denotes the probability of guessing ‘same’. The confidence levels are
described by one of two components, with ‘D+G’ indicating that a given response confidence level in a
given type of trial can be reached via both memory and guessing processes, and G indicating that it
can only be reached via guessing. For clarity, the state-response mapping parameters ξ and γ
(associated with memory and guessing states, respectively) are omitted. C: Illustration of the
continuous resource model under unbiased and biased response criteria (criteria correspond to the
vertical solid lines). The likelihood ratio associated with a given response corresponds to the average
relative height of the two distributions within the region associated with that response. It is shown how
the model can predict biased confidence judgments (e.g.,“3: Unsure Change” is more likely under
‘same’ trials), something that the discrete-state model cannot do. Note that the Gaussian distributions
and the equally-spaced criteria are merely illustrative; they are not required for the discussed
predictions to hold. For clarity, models for a six-point confidence rating scale are shown in the figure,
whereas an eight-point confidence rating scale was used in the experiment reported here.
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response “change” made with minimum confidence: In a ‘same’ trial, its probability is

(1−D) · g · γmin whereas in a ‘change’ trial it is D · ξmin + (1−D) · g · γmin. Because the

former probability cannot be greater than the latter, confidence judgments cannot be

biased (see Figure 1B). This inability to predict biased confidence judgments stems

from the core notion within the discrete-state theory that, in the absence of stored

information on the target stimulus, responses are invariably based on the same guessing

process (e.g., Donkin et al., 2013; Rouder et al., 2008).

Experiment

Given the divergent expectations regarding the possibility of biased confidence

judgments, we conducted a change-detection task experiment in which we attempted to

observe them. Binary-response biases were encouraged by manipulating the proportion

of ‘change’ trials across blocks (75% vs. 25%). We focused our analysis on the

minimum-confidence judgments consistent with the observed binary response bias (i.e.,

minimum-confidence “change” responses in blocks with 75% ‘change’ trials). All data,

scripts, and materials are available on the Open Science Framework:

https://osf.io/es2rw/?view_only=04955a642acb45d6a367cfd32d298476

Participants

A total of 44 participants took part in the experiment. Our plan was to collect at

least 40 participants, in order to roughly match the sample sizes used in previous

critical tests comparing continuous and discrete-state models (e.g., 45 participants in

Kellen & Klauer, 2014). This sample size considerably exceeds the sample sizes of other

VWM studies comparing continuous and discrete-state models (e.g., Luck & Vogel,

1997, ten participants per experiment; Rouder et. al, 2008, twenty-three participants;

Donkin et al., 2013, eight and five participants per experiment).

The average age of our participants was 23.8 years, ranging from 18 to 29 (SD =

3.7). In exchange for their participation, participants received CHF 15. Each session

took about 55 minutes. All participants reported having normal or corrected-to-normal

vision and normal color vision.

https://osf.io/es2rw/?view_only=04955a642acb45d6a367cfd32d298476
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Stimuli and Apparatus

Our stimuli and presentation generally followed Donkin et al. (2013). We used a

set of ten dissimilar colors (white, black, red, blue, green, yellow, orange, cyan, purple,

and dark-blue-green). Stimuli were presented within a light gray rectangle of

approximately 9.8× 7.3 degree visual angle. Stimuli were 0.75× 0.75 degrees in size.

Participants were seated approximately 60 cm away from the screen and no chin rest

was used. The position of each stimulus was chosen randomly with the constraint of a

minimal distance of 2 degrees from other stimuli and the screen center (measured from

the center of the stimuli).

Procedure

The experiment was comprised of a practice block with 20 trials using a

confidence-rating scale, followed by eight blocks with 52 trials each also using a

confidence-rating scale, and one block of binary-response trials. In the practice block

and the final block, half of the trials were ‘change trials’, whereas in the remaining

blocks using confidence ratings they were either 75% or 25% (4 blocks with each

proportion). The biased blocks were randomized, with the constraint that the same

proportion of ‘change’ trials did not occur more than twice in a row. Before each block,

participants were informed about the percentages of ‘change’ and ‘same’ trials. In each

trial, the percentages of ‘change trials’ as well as the percentage of ‘same trials’ were

displayed in the labels shown above the confidence-rating scale (see figure in the

supplemental materials).

Each trial followed the structure outlined in Figure 1A: Each trial started with a

fixation cross that was presented for 1,000 ms. An array of five square stimuli was then

presented for 500 ms, followed by a blank screen for 500 ms. After the blank screen, a

multicolored checkerboard-like mask was presented at each stimulus location for 500 ms.

The test phase of each trial was self-paced: A test item was presented at a random

stimulus location. Its color was either the same that was presented at the beginning of

the trial at this location (‘same’ trial), or a color that was shown at the beginning of the
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trial, but at a different location (‘change’ trial). Participants were then asked to decide

whether they are in a ‘change’ trial or a ‘same’ trial, while simultaneously stating their

confidence by clicking on a response button on an eight-point confidence rating scale,

ranging from “very sure change” to ‘very sure same’. For each half of the scale,

confidence was represented by a ‘+’ increasing in size from low to high confidence. A

verbal label above each half indicated the binary choice (i.e., ‘change’ versus ‘same’).

Results

Manipulating the proportion of ‘change’ trials succeeded in varying individuals’

binary-response bias, although they were generally biased towards responding ‘change’

across blocks. In blocks with 75% and 25% ‘change’ trials, the average proportion of

“change” responses was .78 and .40, respectively. Due to these results, we focused our

test of biased response ratings on the most diagnostic data, namely the ratings obtained

in the 75%-change blocks, in which the strongest response bias was observed. Note that

this focus on a specific condition is not problematic in any way, as the test ultimately

requires diagnostic data showing a clear binary-response bias effect, irrespective of the

condition (for similar approaches to theory testing, see Dunn & Kalish, 2018; Tversky,

1969). Figure 2A shows the Receiver Operating Characteristic (ROC) function obtained

with the grouped confidence ratings. The ROC takes on a concave and symmetrical

shape, as typically found in this type of data. Note that the point obtained in the

binary-response condition falls very close to the ROC.

As shown in Figure 2B, the observed proportions of minimum-confidence “change”

responses were generally greater in ‘same’ trials, indicating the presence of a bias that is

not permitted under a discrete-state model. Specifically, P (“changemin” | ‘Same’ trial)

was greater/equal/smaller than P (“changemin” | ‘Change’ trial) in 68%, 12%, and 20%

of the individual cases, respectively. At the group level, P (“changemin” | ‘Same’ trial)

and P (“changemin” | ‘Change’ trial) were .12 and .07, respectively.

The individual minimum-confidence responses were fitted with a joint-binomial

hierarchical-Bayesian model. In a Bayesian framework, the uncertainty regarding model
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Figure 2 . A: Circles show the Receiver Operating Characteristic (ROC) function obtained with the
grouped data in the 75% Change Condition. The square shows the results from the binary condition.
The 95% confidence intervals associated with each point were obtained via non-parametric bootstrap.
B: Observed individual proportions of minimum confidence “change” responses in ‘change’ and ‘same’
trials. The shaded area, where most of the data lie, corresponds to a region of values that is not
permitted under the discrete-state model. C: Group level posterior estimate of the difference parameter
µδ.

parameters is represented via probability distributions, with prior distributions being

updated into posterior distributions (via Bayes’ theorem) in light of the data. The key

component of the joint binomial model adopted were the probabilities P (“changemin” |
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‘Same’ trial) and P (“changemin” | ‘Change’ trial), whose difference was captured by an

effect-size parameter δ with mean µδ (for details, see the Supplemental Materials on

Open Science Framework). The range of predictions permitted under the discrete-state

model correspond to a µδ that is greater or equal to zero, indicating that the

minimum-confidence “change” responses are more likely in ‘change’ trials than in ‘same’

trials. The discrete-state model’s ‘forbidden region’, which is expected under the

continuous resource model, corresponds to a negative µδ, indicating that such responses

are more likely in ‘same’ trials than in ‘change’ trials. The visual inspection of the

confidence-rating proportions in Figure 2B was corroborated by the joint binomial

model’s posterior parameter estimates, which yielded a posterior mean of µδ of -0.19,

with a 95% credibility interval of [-0.26, -0.13] (see Figure 2C).

The evidence for the discrete-state model’s forbidden predictions relative to its

permitted predictions can be quantified by means of a Bayes Factor (BF), which in the

present case can be computed via the following ratio of posterior probabilities

(Klugkist, Kato, & Hoijtink, 2005):

BF = Ppost(µδ < 0)
Ppost(µδ > 0) .

Values larger than 1 support the presence of biased confidence judgments, which are not

permitted under the discrete-state model, whereas values between 0 and 1 indicate

support for the absence of such bias. We obtained a Bayes Factor of roughly 60,000

(only one of the 60,000 samples was µδ > 0), indicating an extremely-strong support for

the presence of biased confidence ratings.

In order to corroborate the obtained Bayes factor, we conducted a

posterior-predictive test (see Gelman & Shalizi, 2013; Klauer, 2010). Specifically, we

generated one set of synthetic data, xsynth, per posterior parameter sample θ̂post from a

joint-binomial model constrained to follow the predictions of the discrete-state model

(i.e., µδ was constrained to be non-negative). We then computed the misfit of the true

data, L(xobs, θ̂post), as well as the misfit of the synthetic data, L(xsynth, θ̂post), according

to the expectations derived from the posterior parameter sample. We then computed
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Bayesian p-values by estimating the probability of the misfit of the real data being

larger than of the synthetic data; i.e., P (L(xobs, θ̂post) > L(xsynth, θ̂post)). Small p-values

indicate a poor fit of the model to the data. We obtained a Bayesian p-value of .003,

which indicates that the observed data is very much at odds with the discrete-state

model’s range of predictions, even when taking sampling variability into account.

Discussion

A key feature of formal theories is that they postulate constraints in the space of

observable data – what should be possible to occur and what should not. In the present

study, we attempted to observe a pattern of responses that is not permitted to occur

under discrete-state models of visual working memory. The reliable observation of

biased confidence judgments rejects the discrete-state account’s core assumption that

judgments are based on a mixture of high-fidelity representations and pure guessing.

This also highlights the importance of the notion of gracefully-degraded information as

one of the bases for individuals’ judgments (e.g., van den Berg et al., 2017).

One argument against this dismissal is that the discrete-state account could allow

for biased confidence judgments, if we just happened to relax the assumption that

having information on the target item stored in memory (i.e., in a slot) always leads to

correct responses (e.g., Luce, 1963; Rouder, Province, Swagman, & Thiele, 2015).

However, the end result is a quite implausible one, as one would have to entertain the

notion that individuals were willing to go against their memories in order to respond in

conformity with the biases promoted by the experimental manipulation, while

simultaneously being willing to respond counter to the same biases when guessing. Even

under relaxed assumptions, biases are normally expected to affect guessing first and

foremost (see Erdfelder, Küpper-Tetzel, & Mattern, 2011; Luce, 1963).

Finally, the present work demonstrates the potential of critical tests in the

comparison of formal theories. Researchers should keep in mind the advantages of such

an approach: First, it allows for the direct testing and dismissal of broad classes of

theories, what Platt (1964) famously referred to as strong inference. Second, it takes
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the focus away from model-performance statistics that can be difficult to interpret and

are likely contaminated by the auxiliary assumptions made. Third, it contributes to the

development of a corpus of behavioral results that any candidate theory needs to be

able to accommodate (see Oberauer et al., in press).
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